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FOREWORD
The objective of this article is to evoke interest in the reader to solve differential equations
on a computer, and to show him/her at least one way of doing it. The above mentioned
‘reader’ is anyone who took up calculus in high school with interest. Such a humility on
the side of prerequisites translates to imprecision of terms, incompleteness of definitions
and a general lack of rigour and abstractionism in this document, that would make a mathematician’s mind and soul writhe in agony. For this reason, though they probably took up
calculus with pronounced interest in their high school, they are excluded from the list of
intended audience. It is mostly the lack of abstractionism that lets the other evils creep
in. Most of us need something concrete to map mathematical symbols to. Then we might
be able to able to follow the symbols in an equation in terms of the objects we consider
they represent. If you were to believe his book, Richard Feynmann had had quite some fun
this way. But this where the mathematician cringes, for the objects do not possess all the
properties of the symbols, and therefore the picture conjured up in our mind is tainted. But
in this article, we are going to liberally draw analogies, metaphors, imageries, allusions,
allegories if that would help us get started. We will view them as first approximations.
We begin by looking into what differential equations are, what we mean by ‘solve them
numerically’, and jump into simple examples. We use NGSolve to solve these simple examples and see the results. Generally, we take up a real world phenomenon, model it,
and proceed to formulate in terms that could be used as input to the software NGSolve.
Care has been exercised not to ambush the readers with terms like function spaces, Finite
Element Method, Lax Milgram Lemma etc. Especially the Lax Milgram Lemma. So much
constitutes the part I of this article. Once we are satisfied that we have done something,
that we can solve at least one class of problems, we stop to think. What are we actually
doing? Why does it work? (or can we redefine ‘works’ in such a way that it describes
exactly what it is doing already?) Do we always get a solution? Is the solution unique upto
machine precision? This is where those mathematical terms are going to sneak up on you.
Especially the Lax Milgram Lemma. Even when you stop short of those depths, but could
take something with you from what you read and did till that point, the purpose of this
article has been served.
Exactly why would the qualitative descriptions, such as the ones in this document,
cause mathematicians acute discomfort? Or to what degree should be the mathematics be
free of associations with objects familiar to us? Considering an example from the school,
in algebra, the teachers introduce quadratic equation, do something what they call ‘solve’.
They use a set of rigid rules to manipulate symbols on two sides of an equal sign and in
the end declare that the values of x has been found. Confounding was that x could be an
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imposter. There are exactly two values of x and x could be either of the two values found.
Sometimes both values are the same, and yet we have to call it the two values of x.

Mysteries in Math
After a few months, the teachers show that the equation could correspond to a curve on a
paper. Most of us implicitly assume that the quadratic function is the curve on the paper.
We draw x and y axes, plot the quadratic function’s values at some points, join these points
with a ruler and call the resulting shape a parabola. And look, the solutions of x are the
points at which the parabola cuts the x axis! Of course, it is obvious that x should have
two values! We let a sigh and bravely attend school the next day too. A similar experience
with, say, the integrals; moving around symbols on paper in accordance to a set of rigid
rules. Lot later, we are told, that the integral also gives the area under the curve. Some of
us miss the emphasis on ‘also’ and take the integral to be the area under the curve. Here
are we relieved to know what an integral is! Oh yes, now that we know what an integral
actually means, we can proceed in peace in math classes. Any time the teacher asks us
to compute an integral, we march forward with the mighty pen, assured that we have an
important and meaningful goal in life, that of finding the area under some curve, and that
the symbol shuffling on paper is the means to do it.
Except that, sadly, to a mathematician, the parabola is not the quadratic function, and
the area under the curve is not the integral of the function. They are just geometric representations. (Technically, there exists an isomorphism. An isomorphism is when you say,
‘When the curve is like a function, then the area under the curve is like the function’s integral. As much as metaphors (function is the curve) are abhorred, similes (isomorphisms)
are welcome.) They are even accepted to be geometric representations because, they on
graph sheets, yield the same value as symbol manipulation on paper. It is the intangible,
formless, rigid set of rules, with which you move around symbols on both sides of an equal
sign on a paper, or some quantities on either side of an equivalent of an equal sign within
your head, that is mathematics. When you draw an analogy in real world, you have found
some quantities, which in real world obey the same rules as the x’s and y’s in, say algebra,
that too only to a fair approximation. It is fine with a mathematician when you draw an
analogy, but deeply disturbing when you talk as if the physical quantity you chose to be
the abstract x itself. You may think, “Fine, when I say temperature of this room acts like y
in this function, I draw an analogy, I may not talk as if temperature were y. But an ideal
graph, with infinitesimally thin lines and arbitrary accuracy, should represent the function
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exactly in every way. What can be in a function that cannot be captured by such an ideal
representation?” Such seemingly intuitive mental props and common sense thinking, is
just forbidden. It turns out that the mathematicians are right in denying you these. Till we
later see an example how examples could be damaging, you have to accept it in good faith.

The hot math - religion debate
But part I of this article brims with such irresponsible statements, metaphors, to mathematicians’ chagrin, but the comfort of the general public. The idea is that a rough working
knowledge you get may be more fruitful and rewarding in this case than the pristine theory
you don’t get.
This article is subject to growth and improvement with time and the author’s own
understanding of the subject. The title should have been, ‘Solving Partial Differential
Equations with NGSolve’. But the word ‘partial’ in this context, is often read as ‘really
complicated’ by undergrad students. Moreover, MATLAB to problem solving is seen as MS
Windows to computer, where all the difficulties have been abstracted out by the developers, leaving nice user friendly high level descriptive graphic interface as the front end.
So the mention of any software other than MATLAB in the title of book for undergrads demands tremendous courage and faith from the author. So as an incentive, the title has been
oversimplified. As bonus, this article also has a fair share of what makes posters on computational methods far more interesting to look at than posters of other mathematicians;
namely pictures in colour. In a vast spectrum of highly saturated bright colours. (That is
one reason why ‘Computational Fluid Dynamics’ is often dubbed as ‘Colourful Fluid Dynamics’)
The author welcomes any constructive criticism, comments and suggestions. He can be
reached via email, elankumaran@asc.tuwien.ac.at. He assures that the rough handling of
the subject is due only to him, and to none of the colleagues or Institutes he is associated
with. He extends his gratitude to Prof. Joachim Schöberl for having pushed him into the
current of numerical methods, mostly with the intention of teaching, his colleagues Gerhard Kitzler, Dominik Stürzer, Dr. Karl Hollaus, Martin Huber, Daniel Feldengut, Christoph
Lehrenfeld and Mario Bukal for having patiently explained mathematics or NGSolve or
both. And Bill Watterson for having elicited great truths about life and portrayed them
succinctly in a few panels.
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PART I
SCALAR

AND

VECTOR

DERIVATIVES ,

INTEGRATION IN HIGHER DIMENSIONS .
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CHAPTER 1
SOLUTION
1.1

OF

DIFFERENTIAL EQUATIONS

SCALAR FUNCTIONS

Functions come in handy often in real life. Functions are very useful when you wish to
compress information. Some information lets itself to be compressed. That temperature
decreases by 3◦ C every kilometer one climbs up, or that your investment doubles every ten
years, can be expressed in a closed form, with appropriate units.
T = T0 − 3 × h.
2
I =
× noO f Years × I.
10

(1.1)

Of course, you know that the equations only model the phenomenon, and therefore are
not necessarily exact, probably work within only for a particular range of the independant
variable.
Whereas the heights of ten randomly chosen people is unlikely to be expressed so neatly.
You may just have to create a look up table, a painstakingly created list of person name
against his/her height to record this sort of information.
Person id
Height

1
180

2
90

3
130

4
200

5
188

6
160.5

7
80

8
133.5

9
152

10
170.5

Whichever it is, you look forward to extract information as functional relationship to be
able to predict, to plan, to make sense of things around you. The best case is when a function is handed out to you in closed form.
Some quantities in this world react to or interact with absolute quantities. The speed
of your truck is a function of the load in it, the brightness of the light maybe proportional
to the power consumed, the time you wait at a doctor’s is related to the number of patients
before you. There are also some other quantities, that react to or interact with the rate
of change of some other quantity. This rate of change could be temporal or spatial. The
damage caused in car accident is proportional to the velocity of the car, the current through
a capacitor is in proportion to the rate at which voltage changes across its terminals, the
acceleration on a roller coaster is in relation to the height lost per distance travelled. The
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rate of change in English is the derivative in mathematics. In the equations below, x is taken
to be space variable and t, the time variable.
damage = DamageC onst ant × massO f C ar ×
I = C apaci t ance ×

dV
dt

dx
dt

,

,

a = f ind T heC onst ant ×

dh
dx

.

Though these problems involve derivatives, they fall on the right hand side of the equation.
Following the convention that you have your unknowns on the left hand side, and that you
also want to determine them, your next steps could be:
• if the velocity / rate of change of voltage / steepness is given, substitute the figures
and provide the LHS for any instant or place.
• if only the displacement / voltage / height is known, differentiate with respect to
time or space accordingly (provided it is possible), plug in the numbers and provide
the LHS for any instant or place.
What we refer to as a differential equation is when the unknown, to be found quantity is stuck in the left hand side, within a differential operator. Somebody discovered a
relationship where the rate of change of quantity of interest responds to another quantity.
Somehow the other quantity is your observable. The growth of population is in proportion
to the existing population, the rate of cooling is proportional to the difference between the
temperature of the body and the ambient temperature. Maybe for every square kilometer
you explore, you discover two new species of plants.
dP
dt
dT
dt
dS
dA

= const Populat ion × P ,

(1.2)

= kC ool × (T − Tamb ) ,

(1.3)

= 2.

(1.4)

Now you are left to figure out a puzzle. Which functions have this specific rate of
change? Which of these in particular is the answer to this particular problem? Since the
data given to you is a differential, you perform the complement of differentiation. You
integrate to reveal the functional dependence of the desired quantity to the independent
variable. This, you call ‘solving the differenital equation’. Equation 1.2 is called the natural
law of growth, equation 1.3 is called the Newton’s law of cooling. Once you solve them,
you find that solutions are exponential functions. When the rate of change of a quantity
depends on the quantity itself, you look for solutions in exponential functions. Solving
equation 1.4, you are not surprised that it doesn’t bear a special name. It is just a linear
equation. But one common feature of all these solutions is that, we obtained closed form
solutions in all the cases. You can represent the whole solution, for indefinitely long range
of the independent variable, with a handful of symbols and proceed to the next job. Numerical methods are employed where such closed form solutions are not easy to obtain.
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Closed form solutions occur especially when the geometry of the domain (independent
variable) is nice and has properties like symmetry or simplicity (here a straight line, x or
t). It does not happen always.

1.2

FUNCTIONS

IN HIGHER DIMENSIONS

All the functions we considered till now, are scalar functions. The dependent variable,
the quantity of interest, needs only a value (magnitude) and type (unit) for its complete
description. Those examples were also functions defined on a line; there was only one
independent variable. Let us toy around with some more scalar functions, especially in
higher dimensions, and think how we could represent them.

1.2.1

FUNCTIONS

AND FIELDS

• Function from the first table, person id versus height. This is a discrete function.
The function’s values are defined only for certain discrete values of the independent
variable. Could be represented in a bar graph.
• Equation 1.1. For every value of an altitude, there is a corresponding temperature to
be read out. Let us plot altitude in the x axis versus the temperature on the y axis.
This is a continuous function. This is function since each x value has only one y
value. A function f (x) is continuous at a point x, if the function value f (x) does not
jump to another value abruptly when moving from x to any other point lying next to
x. A function that is continuous at every point in the domain is called a continuous
function.
• Heights of crops in a field. This is a scalar function in 2D. If we describe positions
in the field with a Cartesian coordinate system, the heights could be the function
h(x, y). This is a discrete function, since the height is defined only on those coordinates where a crop stands. The representation could be the field itself.
• A grayscale painting. This is another scalar function in 2D. The dependent variable
is the brightness or grayness. On a canvas, this will be a continuous function. On a
computer, the values are defined only on the pixels, and hence it would be a discrete
function. We could represent the painting by etching a mountain such that the height
of the mountain at a point corresponds to the brightness of the image at a point.
There are interesting black and white images called halftone images. Old newspapers
used to print them. The image is composed of black dots of varying size and possibly
varying density, that gives an illusion of various shades of gray from a distance. In
that sense, it is really a black and white image. Such functions, where the dependent
variable takes only defined finite set of values, are said to be quantized. We could
call them digital, since integers could be used to represent the various levels easily.
So an image stored in a computer is both discretized and quantized(digitized).
• Temperature in a room. This is a continuous scalar function defined on a 3D domain.
How do we represent it? Oh, for a nD function, we needed (n + 1)D space for
a human recognizable representation. Now that we have a 3D function, and that
imagining higher dimensional objects is known to be cause of severe headaches, let
us use some abstract dimensions for encoding. Let us use brightness. Let each point
9

in the room be radiant in proportion to the temperature at that point. Less blinding
way could be to assign numbers to colours, and use a false colour coding. Let us say
the spectrum VIBGYOR can be mapped to real (continuous) numbers between 0 and
1. Let us normalize the temperatures in a room to take values from 0 to 1 and there
you go!
Usually in higher dimensions, we speak of ‘scalar fields’ instead of ‘scalar functions defined over space’. This convention came into being with Faraday. Newton always felt guilty
for having written laws that require absolutely no contact between the bodies for a body to
exert force on another. ‘Action at a distance’ was a horrifying thought then, since it could
not be substantiated with any kind of reasoning then. (It is still the case, we just don’t feel
guilty about it any more.) With electrical and magnetic forces pouring into the literature,
each of them quantifiable only with action at a distance, Faraday came up with the concept
of ‘field’, to help visualizing laws governing those forces. A (force)field is due to a source
and permeates the whole universe. A (force)field is force sitting at each point in the space,
ready to kick or pull when the right kind of particle appears at that point. Then onwards,
lot of math was built around the field concept. (For somebody who did not do lot of math
himself, Faraday is forcing you today to learn a real dense discipline of math.) With the
math, people could calculate concrete, measurable qualities like total energy stored, power
loss etc. So the field concepts cannot be done away with without ruining the whole useful
structure above it. The kind of functions we are going to deal with, are such functions that
are often termed as fields as well, depending on the context.
We assume that somebody is going to model the physical problem in such a way that
the models are going to be the pure and abstract equations in mathematics and therefore
it is worth our energy to find out how to solve these abstract problems. For example, the
indefinite integral or antiderivative of cos(t) is sin(t) + C only if the original cos(t) has
existed from t = −∞ and will exist till t = ∞. Though it is too much to expect from a real
world quantity that resembles cos(t), we expect a good enough modelling of the problem,
(e.g., choosing t’s range, setting right initial conditions ) would make the solution of the
abstract problem, a good enough solution of the real world problem.

1.3
1.3.1

GETTING

FAMILIAR WITH TERMS , CONVENTIONS , NOTATIONS .

SOLUTIONS

IN ONE DIMENSION

Let us solve Equation 1.4. We will not refer to ‘species of plants’ and ‘area’ hereafter, as we
left them behind in the modelling step. If there is a problem or scope for improvement, it
is the burden of the modeller and has to be resolved at that level of abstraction. We see
only symbols. Let us switch to symbols that more familiar in this level of abstraction.
dy
dx

=2.

Let us carry out this easy integration. Can you see the solution in your mind’s eye already?
Maybe you should pause, and spell it out before you read the solution.
The solution is
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y = 2x + C ,
where C is an arbitrary constant. Hopefully, you did not forget to add the integration constant. Even if you did forget, it still can be excused.1 The solution is the equation of a
straight line, with a free parameter. A a straight line needs two pieces of independent information to be uniquely identified. It could be two point through which it passes through,
slope and one point it passes through. The differential equation specified the slope, and
we need another piece of information to determine this straight line. This information is
usually supplied with the problem as a boundary condition, when the task is to integrate in
space. When it is an integration with respect to time, the boundary condition is called ‘initial value’. A first order differential equation needs exactly one boundary condition to have
a unique solution. A second order equation needs two of them. But the details whether the
given boundary conditions/initial values are enough to determine the solution, is another
question. Study of such questions is called the ‘The theory of differential equations’, not
usually covered in an engineering curriculum.

1.3.2

DERIVATIVES

IN HIGHER DIMENSIONS

A differential equation defined on a higher dimensional domain, is called partial differential equation. In N dimensions, such an equation describes rate of changes in N independent directions, say in N perpendicular directions. We will use Cartesian, cylindrical,
spherical coordinate systems. The usual variables and notations will be used without introduction. ‘Usual’ here means what you would stumble upon in Wikipedia or Wolfram or
some math forum within a few results of a Google search.
When you solve a 2D problem in Cartesian coordinate system, the function (solution)
you look for is a surface, floating over an area of the Cartesian plane. The clue you have
in your hand, the rates of change specified, is yet another surface, floating over the same
area of the Cartesian plane. It is often assumed that the solution is independent in both
variables, i.e., the solution is a product of two functions, each of which is a function of one
independent variable only. Thereby we have removed a vast majority of possible solutions
without warrant. But it seems to work well for physical systems. Similarly for higher dimensions too.
Let us have a look at the much dreaded ∇ operator. It is not so imposing with respect
to scalar functions as over vector functions. On a scalar function f , its action is denoted by
1

Two great mathematicians were having dinner in a restaurant, arguing about the average mathematical
knowledge of the general public. One mathematician claimed that this average was woefully inadequate, the
other maintained that it was surprisingly high. “I’ll tell you what,” said the cynic, “ask that waitress a simple
math question. If she gets it right, I’ll pick up dinner. If not, you do”. He then excused himself to visit the
men’s room, and the other called the waitress over. “When my friend comes back,” he told her, “I’m going to
ask you a question, and I want you to respond ‘sin(x)’. There’s twenty bucks in it for you.” She agreed. The
cynic returned from the bathroom and called the waitress over. “The food was wonderful, thank you,”. The
mathematician started. “Incidentally, do you know what the integral of cos(x)?” The waitress said, “Um, let
me think. Isn’t it sin(x)?” So the cynic paid the check. The waitress walked a few paces away, looked back at
the two men, and said, “...plus a constant.”
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∇ f . There is no dot, no cross in between. It evaluates the gradient. Gradient is the generalization of slope or rate of change in higher dimensions. When you sweep a 1D function
d
with dx
operator, the operator records all the changes in the function, by giving an output
in proportion to the varying part of the function only. When the function increases, the
operator gives out positive values, in proportion to the rise. When the function decreases,
it gives out negative values, in proportion to the fall. When in peak or valley or plateaus,
it gives out zero. Gradient does the same to a scalar function in higher dimensions. But
in 1D, you only could look at slopes in two directions, left or right. Differentiability meant
that both of them should be equal, so in effect you were left with one value. But in 2D,
there are whole lot of new directions to look at. You stand on a dune and there is a different slope in every direction. Which one is the slope? The extreme possibilities are, you can
walk around the dune, losing or gaining no height, or climb up or down the dune, losing
or gaining maximum possible height for every step you make. Common sense says that the
maximum of the slopes should be taken. How do we tell an operator to take the maximum?
Well, you need not. You run the 1D operator in all the independent directions (in x and y
directions for 2D, in x, y and z directions for 3D) and treat the outputs of each of these 1D
operator to be one of the components of gradient, which is a vector. When all components
d
would
are assembled to give the vector, you get the maximum slope at every point. So dx
d
d
give the x component of the gradient, d y the y component, and dz the z component. The
operator itself looks like, following D.J.Griffiths idea,
∇ = x̂

∂
∂x

+ ŷ

∂
∂y

+ ẑ

∂
∂z

.

(1.5)

This definition leaves something wanting at the right hand side, something the 1D differentiation operators looking foward to fleece. It creates a sense of incompleteness as in 4+ .
To create this effect, the unit vectors are written to the left of each of the differential operators. The prey of this ∇ operator will be our scalar function. This ∇ operator, called the
nabla operator, and simply del in some books, should do what we described in words above.
Usually, the problem domain is denoted as Ω ⊂ Rd . It means that that your problem
domain Ω is a subset of d dimensional vector space. It is the extent of your independent
∂ f ∂2f
variables under consideration. So if the derivatives in two directions, ∂ x , ∂ y 2 etc., are specified over a square of 1 × 1, you need to find the solution over the same area, and this
area is denoted by Ω. So your domain here is a subset of R2 . Or if you study temperature
distribution in a solid spherical wooden block, Ω is a sphere.
Then you often encounter the symbol ∂ Ω. It should be light to figure out what it is.
It looks like differentiation operator, or more generally the gradient operator ∇, running
over the whole universe, recording the ups and downs of your domain. Only that, your
domain is already quantized or digitized, that too with just two levels; the point you are
on either belongs the domain, or not. When you are out of the domain, surrounded by
out-of-domain points, you are on a plain, the operator gives out zero. When you are in
the domain, surrounded by the domain, you are on a plateau, the operator gives out once
again zero. Only when there is a transition, the operator must give out something. In
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essence, you have traced the boundary of your domain with an operator!2 When your
problem domain Ω had been the solid spherical wooden block, ∂ Ω will be a hollow sphere
of vanishing thickness, that is the outer or inner surface of the wooden block. In 2D, if
your domain Ω were a square, ∂ Ω would be the frame formed by the sides of the square.
Interesting to note is that ∂ Ω has one dimension less than Ω, but is curved in the missing
direction. The boundary of the square is a line, 1D object, but is not a straight line, and
hence you need 2 dimensions to see it. The boundary of a sphere is a surface, but not
a plane one and hence needs 3D for its representation. Regardless of the representation,
the parametrization needs only one parameter to identify a point on the boundary of the
square and only two parameters to identify a point on the surface of the sphere.
But you remember that the output of the ∇ operator is a vector. So the boundary is be
a vector quantity. We are used to vector areas, as in a cross product. The convention to
follow is that, if your Ω is composed of m bodies that do not touch each other, you run the
∇ operator from the center of each of them, outwards. You steer the operator in such a
way that it slams the boundary head on everywhere, thereby producing vectors perpendicular to the boundary, pointing outwards everywhere. Then you normalize all the vectors
to be unit vectors. The vector boundary looks pretty much like a porcupine with trimmed,
upright needles all over.

1.3.3

INTEGRATION

IN HIGHER DIMENSIONS

We have seen that 2D functions are represented as surfaces floating over the 2D domain.
Integration of such functions is usually denoted with a double integral.
ZZ
I=

f (x, y)dxd y .

(1.6)

Ω

In higher dimensions, we do not talk about antiderivatives. Antiderivative of a higher
dimensional functions is hitherto unknown, undefined. So when you encounter an expression as above, it is seen as method the extract to a number (here, I) from a function (here,
f ) defined over a domain (here, Ω). So in higher dimensions, it is always a definite integral
that you deal with. The ones with limits and therefore gets reduced to a number. Let us
figure out what 1.6 could represent. Let us see, 1D a definite integral represents area under
a curve. In 1.6 we evaluate area under the curve, say along x axis, then on every possible
line parallel to the x axis (corresponding to each possible value of y) and sum it up. So it
represents... the volume under the surface curve. Then we have 3D functions, that we represented by brightness or colour within the domain, which is a solid. What could we get by
adding ‘something’ at every possible location within a solid? If our function representation
had used a space quantity, we would have a 4D volume. But we used other abstract quantities like brightness or colour, with their own units. So for a representation with brightness,
the volume integral could be the total brightness. Or a more natural way of thinking could
be... mass (again, units according to our choice of representation). (To quote an incident
2

This is the explanation most vehemently opposed by critics. I am supposed to take it out because, I have
taken an operator that is defined on functions, and applied it to a domain, which is a set, a totally different
entity. Apparently, very illegal thing to do. But in the light of understanding it gives, I prefer to keep it.
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that I use as a pointer: A Biochemist followed a mathematician’s presentation. Suddenly,
with a flash of understanding, he said, “Oh, you compute the total mass and treat as if it is
concentrated at the center!". The mathematician replied, “You can imagine so if you want
to, but keep in mind, it is still only an imagination”).
The volume integral integral is, conveyed with the notation,
ZZZ
I=

f (x, y, z)dxd ydz .

(1.7)

Ω

But we are not going to follow any of these notations. As you think, we have covered both
notations 1.6 and 1.7 with a single one,
Z
I=

f dx .

(1.8)

Ω

Notice that x is a vector quantity now. In 2D, it would have 2 components and in 3D, 3.
The number of dimensions is implicitly embedded in the definition of Ω. So we can tackle
11 dimensional problems easily now. Apart from saving space and making things more
abstract, this notation simplifies the notation for boundary integrals. When you integrate
a function on the boundary of a square, you perform a line integral. It is called a curve
integral, creating a notion that your independent variable does not necessarily lie along a
straight line. When it is a boundary of a nice object like a square or circle, the curve is
moreover closed. This information is conveyed by the notation
I
I=

f (l)dl ,

(1.9)

dl being the line element. Similarly when you have a scalar function on the surface of
a solid to be integrated (not the porcupine, since the spikes it has are vectors. But we
can treat the amplitude of the spikes to be the scalar we look for. Since they are all unit
vectors, we will in essence be calculating the surface area of the porcupine.), you are doing
a surface integral. But the surface is not a plane, like a field, but curved, like an aircraft’s
wing, and especially closed, like the aircraft’s body. This is expressed by the convention

I=

f (s)ds ,

(1.10)

ds being the surface element. Imagine the troubles you would have to go through in
extending Einstein’s ideas of curved spaces to curved closed universe and figuring out the
right number of integral signs! And describing all those curled up dimensions of string
theory, which you can never verify! With our notations, expressions 1.9 and 1.10 are
simplified to
Z
I=

f dx .
∂Ω
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(1.11)

If your problem has both time and space derivatives, your domain could be Ω × [t 0 , T ].
This is your solution over domain Ω, evolving in time from t 0 to T . Say your Ω is a 2D
square on the x y-plane, your solution is represented in colour, you could draw the time
axis along z axis, and the evolution of the solution in time would give you a cuboid. Any
thin slice of the cuboid, say at z1 parallel to the x y-plane, will give the state of the system at
a corresponding time instant t 1 . Solving for the spatial derivatives needs that you specify
boundary conditions, the number of them determined by the degree of the differential
equation. You need to supply the boundary condition for all possible time instants from t 0
to T . Which means you have stated explicitly what should be the colours of the sides of
the cuboid. Solving for the time derivative needs that you give the initial condition, that
is the initial state of your whole Ω. That implies that you have also coloured the bottom
of the cuboid. You have in the hand a thin box of rectangular profile without a lid. Now
solving would be to figure out the colours at every point of the volume, except at the sides
and bottom.

1.4

VECTOR

VALUED FUNCTIONS

Now that we are familiar with scalar fields, let us move to vector fields. A vector valued
function has one value at every point of the domain, just as the scalar function did; only
that, to describe this value, we need to use more than one number. It is only because we do
not have an entity in hand that describes the value at a point completely, we resort to use a
set of values. A vector function is not a multi-valued function. You cannot drop any element
of those set of values. You cannot just add them up. You can’t even change their ordering,
unless done globally. Now, if each of those set of values are treated as components of a
vector, then together they have a magnitude, and they point in some direction. In 2D, you
will have a magnitude and one direction for the complete description of its value. In 3D,
you will need a magnitude and angles with respect to two independent references. Let us
contrive some examples again.

1.4.1

VECTOR

FIELDS

• Now that we know ‘field’ is a general term for function in space, let us look at a 1D
vector field. Velocity of water flowing through a very thin pipe. There are not many
directions for water to flow, just towards east or west. But if along the length of
the pipe, there are holes letting water out and many valves letting water in, the the
direction of flow at any point is not so obvious.
• The components could be abstract and synthetic. In the table listing person id versus
height, let us introduce another row, listing the weight of the individual. Now the
vector quantity will be ordered pairs of height and weight. This is abstract since the
combination serves no physical purpose, they don’t even have same units to let them
be added. But when analysing correlation between height and weight, this vector
will be useful.
• Parametrized curves. When you represent the coordinates of a curve in terms of a
common variable, as in (x, y, z) = (t, t 2 , t 3 ).
• In 2D, the lines traced by iron particles when you place them on a cardboard and
move a magnet underneath. Another example, we encountered earlier is the unit
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vectors normal to a closed surface. In the former, both the domain (cardboard) and
the range (possible function values, direction pointed by iron particles) is in R2 . In
the latter, the domain (closed surface) can be parametrized to be in R2 , but the
function values are in R3 .
• In 3D, the displacement of water molecules in boiling water at an instant. The displacement of air molecules in front of a loudspeaker, in a frozen instant.
Of course, the field examples deserve special mention. In a room where charges are
suspended at random positions, the electric field at each point also has a complex structure, depending on the point’s proximity to the charges. So the electric field is a 3D vector
valued function over a 3D domain. Every point is described by a set of three coordinates
(in R3 ) and every value needs three components for a complete description (in R3 ). You
can spend some time trying to visualize such a function. If you consider a room illuminated by light, light is electromagnetic wave travelling, bouncing everywhere, causing the
vector electric field at every point to change in time. There is one more dimension added
to the problem. Whenever a ‘displacement vector’ or a ‘magnetic vector potential’ is mentioned, keep in mind that the whole field is meant by, not just the vector values at one point.

1.4.2

VECTOR

DIFFERENTIAL OPERATORS

We have seen one of them earlier, the gradient operator. Now we are going to see two
more that turn up in vector fields. Like in gradient, they defined with the ∇ operator. Here
are some aids to visualize what these operators do. In spite of the sense of understanding
they give, you will find that your ability to solve problems is not enhanced any more than
what you could have done with abstract math.
THE DIVERGENCE OPERATOR
The first one is the divergence. Its action on a vector A (remember last section, though we
say ‘vector’, we mean ‘vector field’) is denoted by ∇ · A. In 3D, it is defined to be
∇·A=

∂ Ax
∂x

+

∂ Ay
∂y

+

∂ Az
∂z

,

(1.12)

where A x , A y , Az are the x, y, z components of the vector (again!) A. As a memory aid,
we can see that it has a strong resemblance to dot product in vector algebra. But it plain
wrong to say it is dot product.


∂
∂
∂
+ ŷ
+ ẑ
·A
∇·A
lookslike
x̂
∂x
∂y
∂z




∂
∂
∂
whichlookslike
x̂
+ ŷ
+ ẑ
· A x x̂ + A y ŷ + Az ẑ
∂x
∂y
∂z
∂ A x ∂ A y ∂ Az
+
+
whichlookslike
∂x
∂y
∂z
We did not take a dot product, although the typographical symbols have a similar arrangement. The reason is, to take a dot product, you need two vectors. But ∇ is not a vector; it
is an operator. For example, we know dot product commutes. But A · ∇ doesn’t mean the
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same as ∇·A. So be careful when wording what ∇ does. It is to be observed that the output
of this operator is a scalar. It acts on a vector field, but gives a scalar. It must be measuring
some quality of the vector field. Well, it measures the ‘sourceness’ at a point. A positive
divergence of, say water velocity, means that the water gains up speed there. But what
happens water suddenly increases in velocity to the right of a point? More water goes out
than what the left side could supply. Which will mean gaps or discontinuities in the flow.
Here comes a very important aspect, that is even used to augment statements in theory;
the quantities we model are by definition continuous. Phase of a wave cannot jump from π
to π + 0.1. Velocity cannot jump from a value v to v + ε without going through every possible intermediate value. Usually, such a property is not taken for granted and is demanded
through an ‘equation of continuity’ in various disciplines. So gaps in the flow are forbidden. So the only explanation for positive divergence is that there is a source, say a inlet
valve, feeding in new substance. Similarly there is negative divergence when the flow to
the left is faster than that to the right. This models a ‘sink’, where some flow is siphoned off.
If we have water flowing on an inclined plane, with constant supply at the top, the flow
accelerates with distance. But there are no sources along the plane. Does that mean that,
the water must clump at some point down the line, so that the continuity of flow is lost?

1.4.3

THE CURL OPERATOR

Next one is the cur l. This operates on a vector, and gives a vector output. Its action on a
vector A is denoted by ∇ × A. In 3D, it is defined to be
∇×A=

x̂

ŷ

ẑ

∂
∂x

∂
∂y

∂
∂z

Ax

A y Az

(1.13)

Again, the similarity to a cross product catches our eye.


∂
∂
∂
∇×A
lookslike
x̂
+ ŷ
+ ẑ
×A
∂x
∂y
∂z




∂
∂
∂
whichlookslike
+ ŷ
+ ẑ
× A x x̂ + A y ŷ + Az ẑ
x̂
∂x
∂y
∂z
x̂ ŷ ẑ
∂
∂
∂
whichlookslike
∂x
∂y
∂z
A x A y Az
But it is still only a memory aid. Well, we know how to evaluate expression 1.13. We also
know that this is not a cross product, in spite of the similarities. What does curl measure? It
measures the rotation of the vector field at a point, just as divergence measured the amount
substance (or flow) created or destroyed at a point. You drop a flower in a bucket of water,
the curl at that point tells you if the flower would rotate, and if so, in counter-clockwise
sense or not. Let us consider a vector field in polar coordinates. Let the vector field be
A=

1
ρ
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φ̂

(1.14)

in the usual cylindrical coordinates. Find the curl. On any circle with center at origin,
the field acts only tangentially. What better can you ask from a whirlpool? This system
must have a lot of curl then. The amplitude falls down linearly from the center. Ok, let
us search for the formula to find the curl. Since the problem does not vary along z axis,
this is reduced to a 2D problem. But it is easier to find curl formula for 3D case. (Find
the formula for 2D case). We take the formula for curl in cylindrical coordinates and set
every derivative with respect to z to zero. Now, the curl is, surprise, ~0! Another reason
not to trust intuition and pictures?! First, the interpretation is not entirely correct. The
curl, describes only the torque at a point. The definition of curl alone does not make any
statement on the global appearance of the vector field. This result just says that, when you
drop a flower at an arbitrary point off center, the local flow at that point does not have
the necessary ‘push’ ‘pull’, ‘slow’ ‘speed up’ relationship to give a rotating moment to the
flower. You apply such a system of forces when you unscrew a bottle’s lid.

Understanding angular velocity.

1.4.4

WHY DIVERGENCE

AND

CURL

ONLY ?

Why is that we consider, as derivatives of vector fields, the divergence and curl only? Why
can’t we find or define operator that catches the vector field tracing a figure of 8 or doing
a double somersault? The more general first order derivative of vector fields is called a Jacobian. (Find what a Jacobian and Hessian matrices are.) Divergence and Curl happen to
extract some physically relevant informations from a vector field. Some physical quantities
seem to respond to them.
When we see expression of divergence 1.12, we gather that the operator looks into the
vector field along all the independent directions, x, y and z axes, finds the rate of change
of components in the same direction, and adds them up all together. So the operator is
insensitive to which direction the change takes place. Imagine a vector field of constant
amplitude, but slowly changes in direction. Say it points in +x direction, but gradually
turns towards + y direction. So the ∂∂x will be a negative quantity. But ∂∂y will be positive
and tends to cancel the negative slope in x direction, resulting in 0 divergence. But if both
the partial derivatives are positive, one side gains without losing to the other, which means
the vectors are growing in amplitude. So the divergence operator captures any growth or
shrinkage in the vector field. In this light, a field with divergence need not necessarily look
like sun radiating light, as usually seen in example figures in the internet. A vector field,
18

all vector pointing in +x direction, but the length of the vectors increasing as one moves
along x, has a positive divergence everywhere too. (Note the importance of everywhere.
Else, it would sound like the positive divergence is a global property. No, each and every
point has to be studied and a statement has to be made as to what the divergence at that
point is.)
When you observe the expression of curl 1.13, after drawing a few axes and arrows,
we see that the operator looks into the vector field along all the independent directions,
x, y and z axes, finds the rate of change of components standing perpendicular to each
direction, and adds them up only if they provide a torque or turning effect. For example,
consider the function f (x, y) = (− y, x). We look in x direction, and study the component
in the same direction, namely the the x component (which is − y). No variations. We look
in y direction, and observe the component in the same direction, namely the y component
(which is equal to x). Again, no change. This function has zero divergence. Now we look
into x direction, and study the components per pendicular to this direction, namely the y
component. It does change with x. In fact, it increases with x. So a particle will tend to
be kicked stronger towards + y axis as it moves along x axis, if this function represents a
velocity field. Now we look into y direction, and study the components per pendicular to
this direction, namely the x component, which decreases with increasing y. So a particle
moving along y axis will be kicked stronger during its journey, towards the −x axis. Since
both kicks are directed in the same direction in a circular sense, the field creates a counterclockwise whirlpool. Working out the expression 1.13, we find that this function has a non
zero curl. Though we have been talking and looking into large domains, one cannot afford to
forget that derivatives describe properties at points.
Now consider the function f (x, y) = ( y, x). We removed the − sign in front of the x
component, and so the turning moments act against each other and tend to cancel each
other. Working out, we find that the curl is ~0. And as before, components do not change
along their respective axes. So the divergence is 0 too. But the components grow larger
in size as one moves away from the origin. So into what measure do all these increase in
strength, changes go?

1.5

THEOREMS,

FORMULAE IN CALCULUS AND VECTOR CALCULUS

Let us gather some tools to change a given differential equation into a form easy for us to
solve.

1.5.1

FUNDAMENTAL THEOREM

OF

CALCULUS

This is a theorem rarely explicitly taught, unless you take up studies mathematics. But it is
used implicitly everywhere. Let us see the first part of the theorem.
For a function f continuous in [a,b], if F is an antiderivative or indefinite integral, then
Zb

f (x)dx = F (b) − F (a) .

a
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(1.15)

We will write the fundamental theorem of calculus in another useful form too.
f (b) = f (a) +

Zb

f 0 (x)dx .

(1.16)

a

It can be interpreted as a function’s value at point b, that lies beyond a point a, can be evaluated as the function’s value at a and the net rise (sum of rises and falls) in the function’s
value between a and b. It is to be noted that this theorem is for the 1D case. In higher
dimensions, depending on the nature of the derivative (we have seen quite a few now, the
gradient, the divergence and the curl), separate theorems are to be shaped.

1.5.2

GAUSS’ THEOREM

OR THE

DIVERGENCE THEOREM

Here is one such. Gauss’ theorem states that, for a vector function A
Z
Z
∇ · A dx =

Ω

A · n̂ ds

(1.17)

∂Ω

where n̂ is the unit normal vector of the surface. This states that net (sum of positive
and negative) sources within a volume can be found by computing the net outflow on the
surface. Net outflow is the sum of normal outflow at every point of the boundary. If no
sources or sinks are within the volume, then whatever enters the volume at a point must
exit at some other point, the flow adds up to zero. The dimension of Ω was not made
explicit, since the same interpretation can be applied to 2D case or extended to nD case.

1.5.3

STOKES’ THEOREM

Stokes’ theorem (this one is also known as Curl theorem, a special case of Stoke’s theorem)
is another generalization of the Fundamental Theorem of Calculus, for another kind of
differential operator. The visualization is trickier. Stokes’ theorem states that for a vector
A and a surface S,
Z
Z
(∇ × A) · ds =

A · dl

(1.18)

∂S

S

In the examples for curl we saw, the flower and bottle lid, describe rotations on a plane. So
the curl vector is seen perpendicular to this plane, just like a vector area in cross product.
One dimension higher, the curl could be solid. It could describe the spin of a ball in air.
Then the solid rotation needs two plane rotations for its description. The trouble is to spell
the direction in which the 3D curl vector points. So we will not do it. Stokes’ theorem says
that,
• when you take an arbitrary surface (it need not even be a plane),
• and immerse it in a vector field (like you would bring a big towel under a running
stream and hold it fix),
• and evaluate the curl of the vector field along the surface, i.e., the rotations that lie
on the surface at every point on this surface,
20

• and integrate them (add the magnitudes),
it will be the same as evaluating the scalar product (dot product) of the vector field at
every point on the boundary of the surface, with the unit vector tangent to the boundary
at that point, and integrating them. Care should be taken to tread along the boundary
in counter-clockwise sense. Once you define a coordinate system, the counter-clockwise
sense gets defined by itself. Furthermore, as long as the boundary remains in its place, any
surface spanning the boundary can be chosen; the value evaluated will be the same.
The right hand side is the circulation or torque in a large scale. It is found to be equal
to the sum of all the curls found on the surface. The right hand side can be interpreted
to be the work done in moving a unit charge against electric field, or unit mass against
a gravitational field. The left hand side is the same, only in a vanishingly small scale. It
like evaluating curl on the 64 squares of a chess board and adding them up, only to find
that the value is the same when one integrates the same field along the border of the chess
board in the counter-clockwise direction. It only makes sense, because when one measures
the curl in each of the little squares, one naturally follows the counter-clockwise direction, and finds that the vector field of a smaller square cancels against that of the adjacent
square. What remains is the unbalanced contributions from the outermost squares. In fact,
the curl is nothing but performing the boundary integral recursively, by subdividing the
smaller squares into another board of 64 squares, and so on till we reach the infinitesimals
calculus is so fond of.
Since the surface is allowed to occupy all the available three dimensions, extending this
surface to a solid and analysing the meaning of this theorem, or extension to a general N
dimension and visualizing them, is a odyssey we will not undertake here. A point to ponder
though: in the one quantitative example we saw for curl, the curl at each and every point
of the vector field turned out to be ~0. But Stokes’ theorem says that global torque is the
sum of all the minuscule torques on the surface. The line integral along that flow will not
result in a zero (compute it). But the since the curl is ~0 everywhere, integral of this will
still be ~0. Where did we slip?
Also, given vector field F(x, y, z) = (− y, x, z), find

R

∇ × F, where A is the surface area

A

of a sphere.

1.5.4

COMPOSITION

OF DIFFERENTIAL OPERATORS

Once we got some operators, we naturally tend to apply one after another, in a cascade,
and see what happens. We will not make an exception for the vector differential operators.
Gradient, divergence and curl are first order differential operators. By cascading one after
another, we obtain second order vector differential operators. But not all combinations are
valid. If the application of an operator yields a scalar, we apply gradient over it. If the first
operator yields a vector, we apply divergence or curl.

1.5.5

THE LAPLACIAN

OPERATOR

This is one commonly appearing operator. We know that gradient of a function is a vector.
We have two operators that can act upon vectors. Let us take the first one, the divergence.
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For a scalar function φ, the application divergence on its gradient gives,
 


∂
∂
∂
∂
∂
∂
+ ŷ
+ ẑ
· x̂
+ ŷ
+ ẑ
φ
∇ · ∇φ
lookslike
x̂
∂x
∂y
∂z
∂x
∂y
∂z

 

∂
∂
∂
∂φ
∂φ
∂φ
whichlookslike
x̂
+ ŷ
+ ẑ
·
x̂ +
ŷ +
ŷ
∂x
∂y
∂z
∂x
∂y
∂z
∂ 2φ

∇ · ∇φ =

∂ x2

+

∂ 2φ
∂ y2

+

∂ 2φ
∂ z2

(1.19)

Expression 1.19 is just the second derivative of a scalar function, evaluated in all independent directions and added together. None of the vectors or vector differential operator
remain! This simplicity of expression 1.19 tempts us to give it a special name and symbol.
The operator is called the Laplacian operator or just the Laplacian. This chain of operators
on a vector A is denoted often in English language math literature as:
∇ · ∇ ≡ ∇2
In other literature, the following notation is to be seen.
∇·∇≡∆

1.5.6

THE

CURL OF A GRADIENT

Can we apply the other vector differential operator on a gradient now? It turns out that
curl of a gradient is always zero. It is a theorem. The proof is easy to see; just apply the
definitions. But a way to reason is that, with gradient, we see the direction in which we
rise or fall the maximum. Moving in this direction to a new point, we seek the same again,
and move on. You do not continuously only descend or only ascend, to find that you are
in the starting position again. There is nothing like Escher’s ‘Waterfall’ or Penrose stairs.
There is no free lunch. Such a system would mean that you can generate infinite amount
of energy by descending, finding yourself at the top again, descending again.
∇ × ∇φ = 0

(1.20)

Having said that, a field with such reasonable property is called a conservative field.
Which implies that there must be something called non-conservative field, where one must
be able to both have and eat his/her cake?!

1.5.7

GRADIENT

OF

DIVERGENCE

Well, gradient of divergence exists. Sometimes, it is considered a nuisance, or redundant,
and is got rid of by means of a gauge. A guage is way to manage redundant degrees of
freedom. It is like getting rid of the integration constant by setting it to 0 or 5, always. In
electromagnetics, gradient of divergence a vector A is eliminated by taking ∇ · A to be 0
(Coulomb gauge) or a function of the unknown variable (Lorenz gauge).
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1.5.8

DIVERGENCE

OF

CURL

The divergence of a curl also turns out to be identically 0.
∇·∇×A=0
for all vector fields A.

1.5.9

CURL

OF

CURL

This is an often evaluated chain of operators. From vector calculus identity, for a vector A,
∇ × ∇ × A = ∇(∇ · A) − ∇2 A

(1.21)

It is in this equation 1.21 that the gradient of divergence is got rid of using a gauge. Also
note that, in the last term, the laplacian operator has to be applied componentwise, A being
a vector. Then it is called a vector laplacian operator.

1.5.10

INTEGRATION

BY

PARTS

Assume that differentiating a function is a difficult thing to do and that higher the order
of the derivative, more difficult it is. In this case, it will be cheaper to differentiate two
functions, each once, than to differentiate one function twice. This is the kind of situation
we are going to employ integration by parts to decrease the load in our approach. Usually,
integration by parts is defined as
Zb

Zb

b

udv = uv

−

vdu

(1.22)

a
a

a

for a domain [a, b]. Mostly people describe it as ‘moving the differential on one variable to
the other variable, prefixing a − sign, and adding a boundary term’. Since it is not our style
to give such verbose, inexact, hand-waving definitions, well, actually, since such definitions
don’t work like moving typographical symbols for problems in higher dimensions, we will
derive it from the familiar product rule of differentiation, every time, as when need arises.
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CHAPTER 2
ENTER
2.1

THE

COMPUTER

PROTOTYPING

THE APPROACH WITH

1D

PROBLEMS

We are going to devise one way of solving differential equation. We will formulate the
method for 1D, and as usual, easily extend it to higher dimensions1 .

2.1.1

SOME

NAMED EQUATIONS

Some equations occur often in physical systems, or are easy to solve on simpler geometries,
and hence are of huge importance.
LAPLACE’S EQUATION
The Laplace’s equation is
∇2 φ = ∆φ = 0

(2.1)

where φ is a scalar function. Solving this equation is to find the function φ over the given
domain.
POISSON EQUATION
Poisson equation is
∇2 φ = ∆φ = f

(2.2)

where φ and f are scalar functions over the problem domain Ω. Often, physically, f is the
quantity that creates φ. Hence the right hand side function is often referred to as ‘source
term’.
HELMHOLTZ

EQUATION

∇2 A = ∆φ = λA

(2.3)

where A is a scalar function to be determined over the problem domain, Ω. Why we
chose to represent this scalar quantity with uppercase A rather than lowercase φ, will be
discussed when such problems are solved.
1

A mathematician and his best friend, an engineer, attend a public lecture on geometry in thirteendimensional space. “How did you like it?” the mathematician wants to know after the talk. “My head’s
spinning”, the engineer confesses. “How can you develop any intuition for thirteen-dimensional space?”
“Well, it’s not even difficult. All I do is visualize the situation in arbitrary N-dimensional space and then set
N = 13.”
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2.1.2

WHERE

THE

POISSON EQUATION

ARISES

The following are discussed without paying attention to units. Units come in very important when you quantitatively solve. When you see a phenomenon in nanometer scale, but
model it in meter scale, you have to adjust the constants by a factor of 109 , for example.
IN ELECTROSTATICS
Gauss’s law states that the electric flux through any closed surface is proportional to the
net electric charge inside the volume enclosed. The differential form of this statement is
∇·D=ρ

(2.4)

where ρ is the volume charge density. The electric field intensity, which is the electric force,
and therefore a measurable quantity, is related to the electric displacement field occurring
in the Gauss’s law through the material parameter.
D = εE

(2.5)

Substituting 2.5 in 2.4, we get
∇ · (εE) = ρ
So ρ is the source of the electric field. We wish to solve problems where ε varies in space
(inhomogeneous media). Hence, it does not come out of the differential operator. For now,
let us keep the ε a scalar (isotropic media). Solving this equation would mean we solve for
a vector quantity, E. To simplify the problem, we use:
E = −∇φ

(2.6)

where φ is a scalar and is called the scalar potential. The − sign arises out of convention.
So the equation we solve is
−∇ · (ε∇φ) = ρ

(2.7)

If ε were a constant everywhere, the equation would resemble the template listed in section
2.1.1
∆φ = −

ρ
ε

(2.8)

Only the above equation, 2.8, is called the Poisson’s equation. But this article, abuses the
name and refers to 2.7 as Poisson’s equation. We would rather be able to solve the more
complex problem of 2.7. So beware, others may cringe when you refer the wrong equation
as Poisson’s equation.
The static electric field is conservative. Only then, it is possible to find φ field to satisfy equation 2.6. In a conservative field, the same amount of work is done in moving an
element from point A to B, regardless of the path taken. Here, the element is charge. Gravitational field is also conservative. Hence the same equation is applicable for gravitational
field, where φ is the gravitational potential. There, the element is mass and ρ will be the
mass density. A different medium parameter has to be determined instead of ε.
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ELASTICITY

IN

1D

An element that can resist only axial load is called a bar element in structural engineering.
Imagine a roof standing on four pillars, exerting only downward force on each of the pillar.
The pillars are bar elements. If the roof were to slide to a side, or turn, the load is shear and
twisting, which is not covered by the bar element modelling. f is the force density along
the bar or the axial load (a function, does not denote the lumped weight on the top) due
to the roof. It causes every point in the bar to displace a little. The displacement function
is u. The strain ε describes the relative elongation. It is defined as
ε = u0
Now internal forces, stress, act at every cross section of the bar so as to counter f and keep
the bar in equilibrium (the pillar bears the load without breaking). In equilibrium,
−σ0 = f
Hooke’s law gives the relationship between strain and stress,
σ = Eε
where E is the Young’s modulus. Combining the equations, we get
−(Eu0 )0 = f

2.1.3

MATERIAL

(2.9)

PROPERTIES

There are two material properties that pop often.
HOMOGENEITY
When a medium is homogeneous, its properties are translation invariant. You put a charge
in a homogeneous medium, the force pointing away from source, felt at 10 meters to the
right of the charge is the same regardless of where you put the charge. In such media, for
example, you can pull the ε out in 2.7 and create the Poisson’s equation in 2.8.
ISOTROPY
The property under study is independent of direction, the material is isotropic. The magnitude of force pointing away from the source at 10 meters from a charge in an isotropic
medium is the same in every direction.
When the medium is not homogeneous, the material parameter is a function of space.
If the medium is not isotropic, the material parameter is a tensor.

2.1.4

1D SECOND

ORDER DIFFERENTIAL EQUATION

Let us take equation 2.7 in 1D. We do not limit ourselves by assuming ε to be constant as
in equation 2.8. We will rename some variables so that the formulation does not remind
us of just one particular problem.


du
d
ε
=f
(2.10)
−
dx
dx
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Let us pause to see what this equation demands; fogetting ε for a while, we need a function
u, which when twice differentiated gives f . When we say gives, we mean that the twice
differentiated u has the same value as f , point by point, everywhere. Well, to achieve that,
we need more information. Twice differentiated u as u00 . Since we have information only
on rate of rate of change, there could be a constant difference + linearly varying difference
between u00 and f . The boundary conditions should fix that and see to that we get pointwise agreement.
If u00 equals f at every point, then u is said to satisfy equation 2.10 strongly. Whether
we get such a solution, depends on whether we have analytical solutions for all possible
distributions of f . Well, we don’t yet. Now a varying ε is another liability, that still limits the
range of problems we can solve. For example, if ε has a step variation (a discontinuity),
ε times the first derivative is not even differentiable. If we are ready for compromise
on the pointwise agreement requirement, we can obtain solutions for problems with f
distributions and ε profiles which are not yet known to yield closed form solutions. In
fact, we can get solution for pretty much any f ,ε functions we can describe. How do we
express our willingness to compromise? Instead of demanding a pointwise agreement in
the whole domain, we may ask that u00 and f agree only at a handful of points, or that
the maximum difference between them is not more than some threshold, or the integrals
of u00 and f or equal, or that the squared integrals are equal, or that the integral of the
difference equals zero... There are numerous possibilities. A u obtained through some such
compromise is said to weakly satisfy the differential equation. We devise a bit elaborate
plot as a compromise. We design a set of functions. These special functions, we call test
functions or weighting functions. We say we are willing to accept a u that satisfies
Z
Z


du
d
ε
v dx = f v dx,
∀v ⊂ V
(2.11)
−
dx
dx
Ω

Ω

where V is the set of all our special functions. ∀ means ‘for every’. We settle for a u, which
satisfies equation 2.10 multiplied on both sides by our special function and integrated over
the whole domain, and this for each of our special functions. We will refer to this equation
2.11 as the variational formulation.
Let us derive the rule of integration by parts. Here is the familiar chain rule of differentiation.
(uv)0 = udv + vdu

(2.12)

Let us integrate on both sides, and move one term to the other side.
Z
Z
Z
(uv)0 −

Ω

udv =

Ω

vdu

(2.13)

Ω

Deriving the formula for integration by parts in higher dimensions, is the same till this
point. The difference crops up when the domain integral of the first term is replaced by a
boundary integral. Clearly, the choice must depend on what kind of derivative is applied
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on the uv product. In 1D case, we apply the Fundamental Theorem of Calculus, 1.15.
Z
Z
udv =

−

uv
∂Ω

Ω

(2.14)

vdu
Ω

where I have used the very unconventional and never used notation
upper limi t

≡ uv

uv

(2.15)
∂Ω

lower limi t

just to hint at the similarity in approach for higher dimensions. In other words, using this
notation in examinations will cost you some marks. The reason is, you have to convey the
idea ‘evaluate the product uv at the lower limit and subtract it from the value of uv at
upper limit’, and writing a ∂ Ω conventionally does not convey that. The point to be noted
is that the boundary of line consists of just two points, and that evaluation of the function
at these two points is related to boundary integrals in higher dimensions.
Multiply equation 2.14 by -1, and compare the right hand side of this equation to the
left hand side of the variational formulation in equation 2.11. A possible substitution to
integrate the variational formulation by parts occurs to us.


du
and
v=v
(2.16)
u=− ε
dx
Carrying out integration by parts,
Z
Z 



du
du dv
− ε
v
ε
= f v dx,
+
dx
dx dx
∂Ω

∀v ⊂ V

(2.17)

Ω

Ω

Why do we need to this jugglery? The requirement on u to be at least twice differentiable
has been relaxed now; it is has to be only at least once differentiable. That way, we have a
bigger pond to fish for u. Instead, the v, which had no obligation to be differentiable, must
now belong to the same pond, that of at least once differentiable functions.
Here, we stop abruptly. The reason being, NGSolve does not provide built in methods
to solve and visualize 1D problem. NGSolve being opensource, you can do it yourself. But
we will move to more dimensional problems, where the derivation till this point will prove
very useful.

2.2
2.2.1

INSTALLING NGSOLVE
INSTALLING

ON

WINDOWS, LINUX, MACOS

NGSolve lets you solve equations. However, to view the domain, to discretize it and to
view the solution, you need the software Netgen. Installing Netgen, you can also choose to
install NGSolve. This article is written based on the the 4.9.14 version of the Netgen. For
Windows, download the installer from found in http://sourceforge.net/projects/netgenmesher/, in the files section. Start the installer. A tree shows the components to be installed. Under Netgen Executable, you can choose either ‘Netgen basic’ or ‘Netgen with
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OCC’. OCC stands for OpenCascade, another open source graphics library. With OCC, you
can import designs from other CAD software that are in STL or IGES or STEP or BREP
formats. Choose the one you like. Then expand the ‘Add-On Applications’ branch. Choose
‘NgSolve’. Proceed with the installation. You might need the Visual Studio 2010 redistributables to get up this version of Netgen up and running. They are free. If there are
issues or you wish to build the whole application from the source files yourself, also look
into http://sourceforge.net/apps/mediawiki/netgen-mesher/index.php
On Linux, you have to download the source code, build the binaries, disprove the Riemann hypothesis, and install the software. The logic being, if you can work on Linux,
nothing must be impossible to you. The procedure has been explained in two places in
http://sourceforge.net/apps/mediawiki/netgen-mesher/index.php, under generic instructions and under Installing on Ubuntu.
On MacOS, you have a procedure similar to that on Linux, again found in the project
home http://sourceforge.net/apps/mediawiki/netgen-mesher/index.php

2.2.2

NETGEN

AND

NGSOLVE

Netgen is an opensource 2D and 3D mesher. Meshing is discretization in 2D and 3D.
NGSolve is the associated solver, that can read differential equation you supply and subsequently solve them. Netgen is an executable, whereas NGSolve is a dynamic link library
(.dll) in windows, and equivalently a shared object (.so) in Linux. Anytime you write your
own code, you can create your own dll or .so and link it to NGSolve. So there will be no
need to build the NGSolve binary again. The input to NGSolve is provided through a text
file with extension ‘.pde’.
Once installed, run the executable. See that it does not give error messages like ‘cannot
load library libngsolve.dll or dependent libaries.’ If you can see the buttons ‘Visual’, ‘Solve’
and ‘Recent’ in the main window, you have NGSolve in.
Goto File->load gemetry. (Shortcut: <l> <g>)Navigate to the folder ‘pde tutorials’ in
the installation folder. You find a few models with extensions ‘in2d’ and ‘geo’. The former
are 2D models and the latter 3D. Load any of them and click on generate mesh.
• right click and drag to rotate
• left click and drag to zoom (or just scroll to zoom)
• middle click and drag to move (translation)
• click zoom all to center the object again.
For 3D models (e.g., load coilshield.geo), you can click on ‘Visual’ button on main window,
then click ‘clipping’ and tick ‘Enable Clipping’. Play around with the controls to change the
plane of cut. Disable clipping.
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A cross section of the coilshield model.

2.3

CREATING

GEOMETRIES AND SOLVING

We see here how to generate geometries in with spline curves and CSG (Constructive Solid
Geometry) format. You can create geometries in other supported formats and import them
as well.

2.3.1

2D GEOMETRY

Create a folder in the installation directory, say ‘first’, and create the file ‘sq.in2d’ in it, with
the following contents.

# Comments begin with a hash
splinecurves2dv2
5
points
1
0
2
1
3
1
4
0
segments
1 0 2
1 0 2
1 0 2
1 0 2

0
0
1
1
1
2
3
4

2
3
4
1

-bc=1
-bc=1
-bc=1
-bc=1

After the header block, in the block points, there is a listing of points we wish to use.
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The format is:

<point index> <x coordinate> <y coordinate>
Then, in the block segments, we describe line segments. The format is:

<domainToLeft> <domainToRight> <typeOfCurve> <starPointID> <stopPointID>
When a line segement is drawn from point with id <starPointID> to that with <stopPointID>,
our problem needs the region to the left of this line segment to have id number <domainToLeft>
and the region to the right of this line segment to have id number <domainToRight>. The
type of curve is straight line segment, which is denoted by <typeOfCurve> being 2. The
flag bc assigns an index to each of the edge, which we can later avail to define the boundary condition on that particular edge. A domain id 0 corresponds to ‘Outside the domain
of computation’. Nothing will be computed here. If you have nested domains, you have to
take care that the assignment of ids are consistent.

A square.

2.3.2

MESHING

Load the object in Netgen and click Generate Mesh. There is a mesh, but a very rough one;
you see that the square has been divided into two traiangles.
We need finer meshes. So goto Mesh->Meshing Options. Goto Mesh Size tab. Decrease
the max mesh size to say 0.1 (remember, we have a unit square). Click Apply, Done. Now
generate mesh again. Now you see 10 nodes on a side. Good. Save the mesh from ‘File’
menu. Call it ‘sq.vol’.
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Initial Meshing.

Finer Mesh.

2.3.3

SOLVING POISSON

EQUATION IN

2D

AND

3D

Here we once again the derive the variational formulation, but now for higher dimensions,
translate it to the lingo of NGsolve, and solve it.
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VARIATIONAL FORMULATION

OF

POISSON

EQUATION

The generalised equation we have in hand is
−∇ · (ε∇u) = f

(2.18)

The solution in a weaker sense
Z
−

∇ · (ε∇u)v dx =

Ω

Z
f v dx

(2.19)

Ω

Now we derive integration by parts. Possible substitution in 2.12 is
u = −ε∇u

v=v

So 2.12 here looks like
−(ε∇uv)0 = −ε∇uv 0 − (ε∇u)0 v
We have come across quite a number of derivatives. Which are ones denoted by 0 here? We
follow a naive approach. When it operates on a scalar, it is gradient. When it operates on
a vector, it is gradient. In this light, the above equation becomes
−∇ · (ε∇uv) = −ε∇u∇v − ∇ · (ε∇u)v
Integrating, moving the first term of the RHS to LHS,
Z
Z
∇ · (ε∇u)v dx +

−
Ω

ε∇u∇v dx = −

Ω

Z

∇ · (ε∇u)v dx

(2.20)

Ω

The RHS of 2.20 is the same as LHS of 2.19. So the formulation we have in hand is
Z
Z
Z
∇ · (ε∇u)v dx +

−
Ω

ε∇u∇v dx =

Ω

f v dx
Ω

Now the first term in the above equation is the domain integral we converted to boundary
integral, in case of 1D by employing the fundamental theorem of calculus. Here, we need to
use the Gauss’ theorem or the divergence theorem to effect the same. With the application
of 1.17, we get
Z
Z
Z
ε∇u∇v dx =

ε(∇u) · n̂v dx +

−

Ω

∂Ω

f v dx

(2.21)

Ω

We had to take the normal component of the whole term. So we took the scalar product of
the nomal vector with the only vector component of the term. We see that the projection
of ∇u on the normal vector is the normal derivate of u. Hence we get
Z
−
∂Ω

ε

∂u
∂n

v dx +

Z

ε∇u∇v dx =

Ω

Z
f v dx
Ω

Now there are few terms and facts to be made familiar:
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(2.22)

• Each of the term in the LHS is called a bilinear form. Each of them takes two arguments (u and v), and the integral is linear in both the arguments (what it exactly
means, do not belong to part I of the article.)
• The term to the right is called a linear form. It takes only one argument, v, and it is
linear in this argument.
• NGSolve will supply different values for these arguments, test and give out a solution
in weak sense. Internally, NGSolve will make a matrix out of a bilinear form, and
vector out of a linear form.
• NGSolve chooses the same set of functions for u and v from a family of functions.
This family will be referred to as fespace now on.
• Each of the integral in the formulation above will be realized by an integrator. So
we have two kinds of integrators, bilinearform integrators and linearform integrators.
The boundary conditions are supplied from the problem definition (to fix the integration constant ‘C’, remember?). When the normal derivative of the unknown solution on the
boundary is specified in the problem definition, it is called a Neumann Boundary Condition. If we have them here, we only have to plug those values into (∇u) · n̂ in the boundary
integral of equation 2.22 (thereby making it a linearform that has to be moved to RHS).
If we have instead the values the solution has to take at the boundary in hand, it is called
a Dirichlet Boundary Condition. Equation 2.22 has provision to accommodate a Neumann
BC only. We have do some tricks and enable usage of Dirichlet BC. A third kind of BC,
called the Robin Boundary Condition can be specified. Robin BC is when we know a specific relationship between the unknown solution and the normal derivative of the solution
on the boundary. Generally, a boundary with Dirichlet BC is called a Dirichlet Boundary,
and so on. Sometimes, we may have Dirichlet, Neumann and Robin boundaries in the same
problem. Assigning an index to the boundaries as in the ‘.in2d’ file helps us handling such
situations. But every part of the boundary has only one of the BCs defined on it.
SOLVING

WITH

NGSOLVE

IN

2D

NGSolve needs a .pde data to be created. Let us calle it sq.pde

#sq.pde
geometry = sq.in2d
mesh = sq.vol

define coefficient epsilon
1
#(x), # this line has been commented out
define coefficient f
(exp(-90*((x-0.7)*(x-0.7)+(y-0.7)*(y-0.7))))
define fespace v -order=2 -type=h1ho -dirichlet=[1]
define gridfunction u -fespace=v
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define bilinearform a -fespace=v -symmetric
laplace epsilon
define linearform f -fespace=v
source f
define preconditioner c -type=direct -bilinearform=a
numproc bvp np2 -bilinearform=a -gridfunction=u -linearform=f -preconditioner=c
numproc visualization npv1 -scalarfunction=u -subdivision=2 -nolineartexture
#endoffile
This pde data instructs to use the geometry and mesh files we created. As before, a line
that begins with a # is a comment. Then comes

define coefficient epsilon

Coefficient functions are defined over the whole domain. But it has been only defined yet;
we have not assigned any of it to any part of our square. The coefficient is 1 now. You can
comment out the one and uncomment the next line where the coefficient function epsilon
is (x). It means that over the whole plane, the function takes the x coordinate at each
point as its value. Whenever some value has to be evaluated, like x here, it has to be enclosed in braces. Next we define a function f, which is a 2D Gaussian pulse with its mean
at the point 0.7,0.7 within our unit square. Note all the brackets needed for evaluation
of the terms inside, including a global bracket enclosing the exponential function. Once
again, the function has been defined, but not yet assigned.
When you have lot of domains, the function in each of the domain has to be listed, one
after another in the order of increasing domain id. The function in domain 0 should not be
in the list. This way, you can define different values of ε in different regions.
Next you select the family of function to choose u and v from.

define fespace v -order=2 -type=h1ho -dirichlet=[1]

For now, let us keep to that the family is called H1 higer order, mentioned with -type=h1ho
flag. We call this family v within the scope of this file. This has nothing to do with the testing function being named v in the variational formulation. The flag order can be changed
to higher values for better solutions. But if the problem has only a linear solution, setting
higher orders does not make it any better. Moving to higher orders is computationally very
costly. The flag -dirichlet=[1] says that the boundary 1 (which is all of the boundary,
as we had defined for the square), has Dirichlet BC. If we leave it at that, the solution at
the boundary takes the default value 0. So we have imposed that the solution should be
zero at all the edges.
The next line says that there is going to be a set of unknowns called u,

define gridfunction u -fespace=v
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and that comes from the family v. Internally, these unknowns are the amplitudes of functions, which when scaled and added up, gives our weak solution. A vector is created to
store the amplitudes. These unknowns are the properties of u functions in our variational
formulation. The v functions, (the weighting or testing functions) have no unknowns associated with them.
Next, we define all the bilinear forms we need. That is easy, we only have to look into
the final equation 2.22 to see which ones we need. The first term is a boundary integral.
Since we said Dirichlet BC, 0 everywhere when defining out fespace, and since we are
allowed to define only one BC, either Dirichlet, or Neumann, or Robin at every point, we
can ignore this term, leaving the burden on NGSolve. The next term is
Z
ε∇u∇v dx

(2.23)

Ω

an integral over the domain. The integrator of this bilinearform is called a laplace integrator. So when you need an integrator, that evaluates the gradient of the unknown
and the test functions, multiplies them, weights them with a coefficient and integrates the
whole over the domain, you need a laplace integrator. Generally, a bilinearform with name
a is created with

define bilinearform a -fespace=<some family> -symmetric
<integrator1> <coeff1>
<integrator2> <coeff2>
<integrator3> <coeff3>
...
...
Here, laplace epsilon happen to be <integrator1> <coeff1>, and we do not have
any more. Listing one under another means that our biliearform a is the sum of all those
integrators. The other bilinearform integrators may look like
Z
Z
Z
uv dx,

∇uv dx,

or

Ω

Ω

∇u∇v dx

or

(2.24)

∂Ω

Notice that the integrators may be defined over the domain, or over the boundary only.
The first and third integrators above are symmetric because, the same operator has been
applied over the arguments, u and v. Identity operator (nothing) has been applied in the
first integral, gradient in the third. On the contrary, the second integrator is not symmetric,
since it has different operators on u and v. Therefore, in the definition of bilinearform,
even if one of the integrator is unsymmetric, the flag -symmetric shall not be used. It
instructs NGSolve to compute only half the matrices, since the integrals are anyway symmetric.
Other bilinearform integrators are listed in a table in the next section.
Similarly for linearforms, as in

define linearform f -fespace=v
source f
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It is clear that linearforms integrators should work like bilinearform integrators, but with
only one input argument function. The coefficient similar to ε earlier is f now. The linearform integrator over domain, (there are boundary integrators here as well), with just
coefficient function, is called a source integrator. Again, the general form is

define linearform <somename> -fespace=<somefamily>
<integrator1> <coeff1>
<integrator2> <coeff2>
<integrator3> <coeff3>
...
...

If you are solving the Laplace equation, where the right hand side is zero, you declare a
linearform with nothing underneath. That creates a vector initialised with all 0s. Other
linearform integrators are listed in a table in the next section.
Next we define a preconditioner for our problem. In the current implementation, the
Dirichlet BCs are taken care by preconditioner. So we define one, that does not do much,
since we need one only for the sake of Dirichlet BCs.

define preconditioner c -type=direct -bilinearform=a
We say it is called c and it acts on our bilinearform a.
Then the solution procedure is called.

numproc bvp np2 -bilinearform=a -gridfunction=u -linearform=f -preconditioner=c
As mentioned earlier, internally, bilinearforms create matrices whereas linearforms and
gridfunctions create vectors. Calling the numproc (numerical procedure, just like a function) bvp solves for the boundary value problem, by solving an equation system, au = f ,
taking into considerations boundary conditions. Just like every other element of the pde
file, the calling this numproc is also named, as np2 here. Then the numproc to show the
solution is called.
In the Netgen main window, go to Solve->Load PDE. The shortcut is <l><p>. Choose
our sq.pde. You see the mesh loaded. Click on solve. You should see the solution as in
figure.
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Problem solved!
If you find that the solution is too rough (not this case), you would like to compute
on a finer mesh, click on ‘Solve’ again. You can do it as long as your computer can do it.
The software may stop working, since it creates a finer mesh in buffer and proceeds on it.
better would be to save finer meshes, and use them in the .pde input file.

Solved again!
Now you can do some experiments. Choosing different material parameter, source (ε, f )
distributions is a nice way to start.
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SOLVING

IN

3D

NGSolve is written in such a way that, to jump to a 3D problem, nothing has to be done
to the code! Let us solve the same problem in 3D. With our notations, nothing has to be
changed in the variational formulation. All the arguments remain the same. Copy the file
cube.geo to your ‘first’ folder. Load it, mesh it fine enough for you. In 2D, we set all the
edges to have boundary index 1. We need to do the same here. The boundaries are the
faces, and we have to set their index to 1. This can be done in the GUI. Goto Mesh->Edit
Boundary Conditions. A Small window opens up. Now double click any of the faces of the
cube mesh. The face is selected, seen in red colour. The small window shows the face index
and the BC index (bc property). Enter 1 in this box. If you click change, the BC index of
this face alone is updated. If you click all, every face gets new BC index. Now double click
on any face, you will see the same BC index, the one you had assigned.

Editing BC in GUI

One face selected
Save the mesh under cube.vol. Make a copy of sq.pde and rename the copy to cube.pde.
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Change the first two lines of this file to point to the 3D cube files.

#cube.pde
geometry = cube.geo
mesh = cube.vol

Now the source function in the 2D example is a function defined only on a plane. Let
us redefine it to be a 3D Gaussian pulse. We shall create an extension into z axis, similarly
offset from the center. Comment out or remove the source term in the pde file, and insert
another one as follows:

define coefficient f
(exp(-90*((x-0.7)*(x-0.7)+(y-0.7)*(y-0.7)+(z-0.7)*(z-0.7))))
#(exp(-90*((x-0.7)*(x-0.7)+(y-0.7)*(y-0.7))))

You need to solve for this new configuration of source now. You need not load the pde
again; Since it is the same pde file that you solved last, click on the ‘Recent’ button in Netgen main window.

Solving in cube for the modified source
Ok, you know why it looks like this; you set everything on the boundary to be 0. But how
do you know what is inside? Click on ‘Visual’. Choose ‘Scalar Function’ in the drop down
menu ‘Clipping Plane Solution’.
Now click on Clipping, enable clipping. Fiddle with the sliders till you can see the solution
in region where the source is also around maximum. You will see that the solution has its
high values there too.
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Clipping plane solution

Slider positions
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Solution on the cutting plane
Now, how to set a Dirichlet BC that is not zero at the boundaries? The declaration
earlier with the -dirichlet=[1] remains, since we need Dirichlet BC on boundary 1; it
1
, where r is
is just no more zero. Usually, the potential function falls from a unit source as |r|
the vector from the unit source to observation point. When our boundaries are sufficiently
far away, we can take it the 1/|r| values to be 0, which is the rationale behind our boundary
condition. Say we may treat the gaussian pulse as a point source, and compute 1/|r| from
the center of the gaussian pulse to our boundary, and use them as the BC. (It has no great
logic in it, since we are still off by a multiplicative constant, and more importantly, we have
the square of the distance. But it is a good exercise). We define another coefficient function

define coefficient oneoverr
(1/((x-0.7)*(x-0.7)+(y-0.7)*(y-0.7)+(z-0.7)*(z-0.7)))
and after declaring the gridfunction, we call another numproc to assign this functions values to the boundary. We do it after creating our linearform.

numproc setvalues sv1 -gridfunction=u -coefficient=oneoverr -boundary
This numproc assigns the value from the coefficient function to the gridfunction, the vector
of unknowns. The -boundary flag says that only unknowns determining boundary values
must be touched. Without this flag, we would have set entire domain with this value. Instead of solving for the unknowns, we would have set them! We will need this option, i.e.,
without the -boundary flag in problems with time derivative, to set the initial value for
the whole of the domain.
We make these changes, and having set some non-zero values at the boundary, click on
Recent to solve with the new configuration. The result is not very pleasing.
The effect of the boundary value is so strong that the high values of the solution is crowded
at the boundary. Nothing near the source. Which could mean that our assumption, that the
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Solution on the cutting plane
effects die off so fast that a Dirichlet BC with 0 everywhere is good enough, is not justified.
ant
But more probably, the constant in the function fall off C onst
was so small that neglecting
|r|
that in our model is a bad idea.

2.4

LIST

OF I NTEGRATORS

Now we know that given a differential equation, we need to derive the variational form to
solve it with NGSolve. The variational form of the particular equation you have, may have
quite a variety of integrals, domain or boundary, with gradient or without. Here are tables
of often used integrators available in NGSolve.
The Bilinearform integrators are:
Integrator
laplace lamda

RBilinear form
λ∇u · ∇v dx
Ω R
ρuv dx
Ω
R
αuv ds

mass rho
robin alpha
elasticity e nu

R
Ω

curlcurledge nu
massedge sigma
robinedge sigma

∂Ω

Dε(u) : ε(v) dx (with D 3D elasticity tensor or plane stress)
R
ν(∇ × u)(∇ × v)dx for H(curl) spaces
Ω
R
σu · vdx for H(curl) spaces
Ω
R
σ(n × u)(n × v)ds for H(curl) spaces
∂Ω
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The Linearform integrators are:
Integrator
source f

Linear
form
R
f v dx
Ω
R
g v ds

neumann g
R

sourceedge jx jy jz
neumannedge jx jy jz

Ω

R
∂Ω

curledge f
curlboundaryedge f

∂Ω

j · vdx for 3D H(curl) spaces

σ(n × j)(n × v)ds for 3D H(curl) spaces
R
f (∇ × vz ) dx for 2D H(curl) spaces
Ω
R
f n · (∇ × v)ds for 3D H(curl) spaces

∂Ω

A more comprehensive list is found in Solve->Print Equations, but without documentation
yet.

2.5

DEFINING

COEFFICIENT FUNCTIONS

We have already seen how to define coefficient functions. Expression evaluation is possible
only within braces. The following operations and functions are available:
• +,-,*,/,()
• sin, cos, tan, exp, log

2.6

DEFINING

CONSTANTS

You can define constants that are used often (0.7 in our example) on the top. The syntax
is:

define constant pi = 3.141
define constant offset = 0.7

Constants can be used in coefficient function definitions.

2.7

SOLVING

FOR

NEUMANN BC

Now that we have the list of integrators, we will try to solve for Neumann BC everywhere.
First, we need to say that there are no Dirichlet BC. So the -dirichlet flag must be
removed and if there is a call to numproc setvalues to the boundary values, that also
should be removed. It was seen in first term of the the variational formulation in 2.22 that
there is a normal derivative already present, with the coefficient of ε. So we look into the
tables. We need
• a linear form integrator, since the integral has v and (∇u) · n̂ has been given to us as
a function,
• the linearform should be a boundary integrator, since the integral is on ∂ Ω
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• the coefficient function ε, we already have. Let us call ε(∇u) · n̂ as the function g.
We look into the table of linear form integrators and we find that the one we need is the
neumann integrator. Let us assume
(∇u) · n̂ = x 2
Can we define

define coefficient normderiv
(x*x)
followed by define coefficient g
(epsilon*normderiv)
?
As we have seen in section 2.5, coefficient function can use only functions in the list (sin,
cos ..) and not already defined coefficient functions. So the function for Neumann BC must
be spelt out explicitly. For the function ε = x and the above mentioned normal derivative,
we need

define coefficient g
(x*x*x) # epsilon * normal derivative
and our bilinear form is

define linearform f -fespace=v
source f
neumann g
Remember that all linearforms should be on the right hand side of the equation. So the coefficient of a linearform integrator will have a wrong sign if this is not so. We find recently
opened files also under Solve->Recent Files. We click on cube again and... the whole domain is red with values in the order of 1015 !
Take a simple 1D case, y 00 = 1 and solve this problem for the following scenarios:
• two conditions on y are given, say y(0) = some number and y(5) = some number.
• one condition on y and one on y 0 are given, say y(0) = and y 0 (0) = some value.
• two conditions on y 0 have been specified, say say y 0 (0) and y 0 (2).
You see the problem. Specifying only derivative of the solution all over the boundary for
a second order derivative can lead to consistency and uniqueness problems2 . So we need
to specify Dirichlet BC on at least a part of the boundary. So load the cube mesh again,
select some face, Goto Mesh-> Edit Boundary Conditions and change the boundary index
to some other value, say 2, only for this face. Do not forget to save the mesh under the
same name and overwrite the old mesh. Then click Recent. NGSolve throws an exception:
you have more than one boundaries, but you specified the value of the normal derivative
only one of the boundaries. Since the neumann integrator needs its coefficient values on
all boundaries (even on the ones where it is not used, as in this case), give some dummy
2

For a n th order differential equation, if n boundary values are specified, it is a boundary value problem.
Instead, if the values of n, n−1, n−2... derivatives at one boundary are specified, it s an initial value problem.
Initial values problems are lot easier to handle than boundary value problems
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value

define coefficient g
(x*x*x),10e5 # epsilon * normal derivative
Remember that if you have more than one region in your domain, and if you use a
domain integrator that uses a coefficient function, the coefficient function should have the
values the function takes in all the domains, separated by commas, from domain number
1 to highest. The same is translated for boundary integrals, only that here the domains are
the boundaries. The number of boundaries is like the number of domains.
Now we have a new boundary, boundary 2, that should have a Dirichlet BC. Let us just
reinsert the -dirichlet flag, but this time with boundary index 2, as in -dirichlet=[2].
If we need to set the solution on this boundary to be zero, we leave it at that. But if our
Dirichlet values is nonzero and is given by a function, we need to uncomment or reinsert
the call to numproc setvalues. If you wish to test whether the Dirichlet BC are really
taken at the boundaries, constant solution values or simple functions like x + y can be assigned via numproc setvalues. If you wish to see if your Neumann BC are really taken,
you can assign zero and see that the solution reaches a local minimum or maximum at
the boundaries, as depicted in the figure. The face in blue has a Dirichlet BC. There is no
change in the solution value along the boundary. All other faces have BC that the normal
derivative is zero. So there is no variation in the function values as they approach the
boundary. There is no change in the solution perpendicular to the boundary. When you call
numproc setvalues, it affects only the Dirichlet boundary. The Neumann boundary is
undisturbed.

Problem with both Dirichlet and Neumann BC
The numproc setvalues has a -boundary flag, and hence the coefficient function used
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in calling this numproc should list two parts, separated by a comma. Without this, the program crashes now (whereas it duly shows an exception if a part of a coefficient function
is missing for the neumann integrator. The code for NGSolve has been written by a lot of
people with different styles!)

2.8

CREATING 3D

GEOMETRIES WITH

CSG

We have seen the way to solve at least one type of problem till now. 3D CSG geometry
files end with the extension ‘.geo’. How to create 3D objects with CSG, is explained in the
documentation, ng4.pdf. You can also browse through the examples in the tutorials folder
of the installation.

2.9

SOME

MORE

2D

GEOMETRY

We had seen only how to create straight line segments in the previous example. A circle
inside a square can be created by:

#squarecirc
splinecurves2dv2
5
points
1 0 0
2 1 0
3 1 1
4 0 1
5 0.5 0.4
6 0.6 0.4
7 0.6 0.5
8 0.6 0.6
9 0.5 0.6
10 0.4 0.6
11 0.4 0.5
12 0.4 0.4

segments
1 0 2 1 2
1 0 2 2 3
1 0 2 3 4
1 0 2 4 1
2
2
2
2

1
1
1
1

3
3
3
3

-bc=1
-bc=1
-bc=1
-bc=1

5 6 7 -bc=2
7 8 9 -bc=2
9 10 11 -bc=2
11 12 5 -bc=2
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materials
1 d1 -maxh=0.06
2 d2 -maxh=0.06
It must be easy to follow the lines that create the square. The line segments needed to
create a circle segment has the following syntax:

<domainToLeft> <domainToRight> <typeOfCurve> <Point1> <Point2> <Point3>

1

2
3

Drawing 2D curves
If you want to have the red curve, where the blue box only serves as a guide, Point1,
Point2, Point3 are as shown in figure, points on the guiding box. typeOfCurve being
3 denotes that we want spline curve. More details in the documentation, ng4.pdf
The flag -maxh under the materials section allows you to do the same as you did in
Mesh-> Meshing Options-> Max Size-> Max mesh-size. Only that, now you can specify
very locally what should be the mesh granularity in different domains. This comes in handy
when you have objects that differ in orders of magnitude of size. Using the mesh size of
the smallest object could create too many elements in the largest object, and therefore lead
to a problem intractable on your computer.

2.10

ANOTHER 2D

EXAMPLE

The above example has been extended to have another circle, in the center, a very small
one. This small circle acts as ion engulfed in a protein (larger circle), suspended in water.
We use typical values for permittivity. The innermost circle should act like a point charge.
So the charge density within the area will be uni t char ge/ar ea.

#pointcharge.in2d
splinecurves2dv2
5
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points
1 -20 -20
2 20 -20
3 20 20
4 -20 20
5 0 -3
6 3 -3
7 3 0
8 3 3
9 0 3
10 -3 3
11 -3 0
12 -3 -3
13 0 -0.03
14 0.03 -0.03
15 0.03 0
16 0.03 0.03
17 0 0.03
18 -0.03 0.03
19 -0.03 0
20 -0.03 -0.03

segments
1 0 2 1 2
1 0 2 2 3
1 0 2 3 4
1 0 2 4 1

-bc=1
-bc=1
-bc=1
-bc=1

-maxh=40
-maxh=40
-maxh=40
-maxh=40

2
2
2
2

1
1
1
1

3
3
3
3

5 6 7 -bc=2
7 8 9 -bc=2
9 10 11 -bc=2
11 12 5 -bc=2

3
3
3
3

2
2
2
2

3
3
3
3

13
15
17
19

14
16
18
20

15
17
19
13

-bc=3
-bc=3
-bc=3
-bc=3

materials
1 d1 -maxh=40
2 d2 -maxh=1
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3 d3 -maxh=0.01

The pde file looks like

geometry = pointCharge.in2d
mesh = pointCharge.vol
define constant geometryorder = 2
define constant eps0 = 8.8541878e-22
define constant area = 3.14e-10
define coefficient epsilon
(80*eps0),(4*eps0),(1*eps0)
define coefficient f
0,0,(1.60217646e-19/area)
define fespace v -order=2 -type=h1ho -dirichlet=[1]
define gridfunction u -fespace=v
define bilinearform a -fespace=v -symmetric
laplace epsilon
define linearform f -fespace=v
source f
define preconditioner c -type=direct -bilinearform=a

numproc bvp npsolve -gridfunction=u -bilinearform=a -linearform=f -preconditione
numproc visualization npvis -scalarfunction=u -subdivision=2 -nolineartexture
numproc evaluate npeval -gridfunction=u -point=[-0.031,-0.031]
numproc evaluate npeval -gridfunction=u -point=[0.031,-0.031]
Points to note here:
• define constant geometryorder = 2 helps to refine the computations. This
can be used only when a geometry file is specified in the pde data. Without which,
this line will cause an exception.
• The ε0 value differs from the one we know by orders of magnitude. This is to adjust
for the fact that the atomic models we made is in Å, whereas our models are taken
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in standard unit, meter.
• both coefficients and coefficient functions have been defined individually for each of
the domain areas. With three domains, three values must be listed, even if there are
repetitions.
• There is another numproc called now, numproc evaluate. It evaluates the function
at the given point. The values are shown on the console or the shell, the black textonly box. The flag -point has to used exactly as shown here, with comma separation
and without spaces. You should have guessed by now that writing pde data is not
like scripting in python. Be safe and use syntax from examples, till you can dig the
code and know or modify the behaviours as you want.
Solve and you see the potential distribution, after a bit of zooming, as in

Point charge in 2D

2.11

SOLVING

THE

POINT

CHARGE EXAMPLE IN

3D

The geometry file in 3D looks lot simpler.

#pointCharge3d
algebraic3d

solid cube = orthobrick (-40, -40, -40; 40, 40, 40) -bc=1;
solid atom = sphere (0, 0, 0; 3) -bc=2;
solid charge = sphere (0, 0, 0; 0.03) -bc=2;
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solid d1 = cube and not atom;
solid d2 = atom and not charge;
tlo d1;
tlo d2;
tlo charge;
Most things must be self explanatory, including the boolean operations. tlo stands for top
level objects. Load the geometry with <l><g> or File-> Load Geometry. Goto Geometry> CSG Properties. You must be able to see the top level objects. You can change colour
or transparency to analyze the geometry for problems like fine discontinuities that are not
supposed to be there. The pde data could be:

geometry = pointCharge3d.geo
mesh = pointCharge3d.vol
define constant geometryorder = 2
define constant eps0 = 8.8541878e-22
define constant volume = 1.1309733553e-4
define coefficient epsilon
(80*eps0),(4*eps0),(1*eps0)
define coefficient f
0,0,(1.60217646e-19/volume)
define fespace v -order=2 -type=h1ho -dirichlet=[1]
define gridfunction u -fespace=v
define bilinearform a -fespace=v -symmetric
laplace epsilon
define linearform f -fespace=v
source f
define preconditioner c -type=direct -bilinearform=a

numproc bvp npsolve -gridfunction=u -bilinearform=a -linearform=f -preconditione
numproc visualization npvis -scalarfunction=u -subdivision=2 -nolineartexture
numproc evaluate npeval -gridfunction=u -point=[-0.031,-0.031,-0.031]
numproc evaluate npeval -gridfunction=u -point=[0.031,-0.031,-0.031]
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define bilinearform a1 -fespace=v -nonassemble
laplace epsilon
numproc drawflux npd1 -bilinearform=a1 -solution=u -label=gradu
numproc drawflux npd2 -bilinearform=a1 -solution=u -label=flux -applyd
You see that file is pretty much the same as in 2D case. The changes are
• Of course, the file points to a different geometry and mesh file.
• the area charge density in the 2D case is not volume charge density.
• the points at which the unknown function is evaluated with numproc evaluate are
3D points now.
• there is another numproc called now.
The numproc drawflux needs a bilinearform which is not assembled (does not matter
what it means). So bilinearform a1 is created. Observe that the operator in the bilinearform a1 is a gradient. The integrator laplace evaluates the gradient of u and v. Forget
v now. numproc drawflux evaluates the gradient of our solution, and names it with
-label=, here gradu. The same numproc, when called with the flag -applyd, then, only
then, applies the coefficient lambda mentioned in the bilinearform (a2 here) and gives
ε(∇u) a name, here flux. So now with one numproc, we managed to create two vector
quantities, one with a factor of material coefficient and the other without any.
When you solve this pde, you can see the potential as usual. Enable clipping. Under Visual, choose the Clipping Plane Solution to be vector function. Then choose under the drop
down menu ‘Vector Function’ which of the functions you would like to view; here gradu or
flux. You may not much of a difference in the the length of the arrows. Your ε representing
a homogeneous, isotropic medium, the difference is only a multiplicative factor. Pay attention to the scale above. If you want more colourful representations, you may have to play
with Autoscale, uncheck it and produce your own values. Beware of the ‘deformation’ box
above the ‘Autoscale’ box. It is used to show deformed geometries in mechanics problems.
If you solve a mechanics problem, it leaves deformation on. When you solve some other
problem, and the box is still checked, NGSolve may assume that the potential computed
is the deformation and compress the whole geometry! If you see flattened geometries on
screen after solving, you may like to investigate this box.
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Point charge in 3D, E field
There is a Fieldlines button under Visual. Play around and you can draw the field lines.

Point charge in 3D, E field
Now try to solve the following textbook problem. Take a hollow hemisphere (hollow
sphere, cut into half) with center at origin. The hollow part of the sphere and the outside are devoid of charges. Only the region in between the outer and inner boundaries of
the hollow hemisphere has charges. The charge density is uniform, say ρ. Find the electric
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field and electric potential everywhere, 1. analytically, 2. numerically. (For numerical computation, use a very large box to restrict your problem domain, and assign the potential to
be zero on the box.)

2.12

PARALLEL

PLATE CAPACITOR

We learn a few other tricks through solving for parallel plate capacitors. There is trick
to implement Dirichlet BC, through a Robin BC. It is not clean. Proper way has been
shown already. But this could used to gain familiarity with integrators. A Robin BC gives a
relationship between the solution and its normal derivative at the boundaries.
∂u
∂n

= g.

(2.25)

We can write the right hand side to be the difference between the value the solution takes
and the value it should take, multiplied by huge penalty factor. It is like amplifying the
error to be orders in magnitude greater than the normal derivative.
∂u
∂n

= α(u − u D ).

(2.26)

Let us look at our 2.22.
Z
−

ε

∂u
∂n

v dx +

∂Ω

Substituting 2.26 in 2.22, we get
Z
−

Z

ε∇u∇v dx =

Ω

εα(u − u D )v dx +

Z
f v dx
Ω

Z

ε∇u∇v dx =

Ω

∂Ω

Z
f v dx

(2.27)

Ω

We note that u D is a known value; that is our desired Dirichlet BC values. So rearranging
such that the bilinearforms are to the left and linearforms are to the right, we get
Z
Z
Z
Z
−
∂Ω

εαuv dx +

ε∇u∇v dx =

Ω

f v dx +

Ω

εαu D v dx

(2.28)

∂Ω

Points to be noted
• We have to create a coefficient that is a product of ε and α.
• We have to create a coefficient that is a product of ε and α and u D
• α can be taken to be in the order of 105 .
For this example, take parallel plate capacitor, assume one plate to be at 1V and the other
to be at -1V, and solve the above equation. Though the potential on the plates are caused
by the charges, once model the presence of charges as presence of potential, and if there
are no other charges in the system, the source term f in the above equation becomes zero.
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So the linearform will have only one integrator, corresponding to the last term.
First, the geometry file for the problem.

#capacitors.in2d
splinecurves2dv2
5
points
1 -3 -3 1
2 3 -3 1
3 3 3 1
4 -3 3 1
5 0.2 -0.5 10
6 0.3 -0.5 10
7 0.3 0.5 10
8 0.2 0.5 10
9 -0.3 -0.5 10
10 -0.2 -0.5 10
11 -0.2 0.5 10
12 -0.3 0.5 10

segments
#1 0 2 1 2 10 -bc=1
#1 0 2 2 3 -bc=1 -maxh=0.1
1 0 2 1 2 -bc=1
1 0 2 2 3 -bc=1
1 0 2 3 4 -bc=1
1 0 2 4 1 -bc=1
0 1 2 5 6 -bc=2
0 1 2 6 7 -bc=2
0 1 2 7 8 -bc=2
0 1 2 8 5 -bc=2
0 1 2 9 10 -bc=3
0 1 2 10 11 -bc=3
0 1 2 11 12 -bc=3
0 1 2 12 9 -bc=3
Notice that the region inside the capacitor plates are defined to be region 0, since we
are not going to compute anything there; perfect metal, constant potential everywhere inside.

There are some new things. Each point has a one more (optional) number at the end;
it denotes the relative mesh refinement. Mesh refinement can be specified individually at
every point. 1 means no enhancement. 10 means ‘10 times of what it would have been’.
This is used to improve resolution near corners. We retain low mesh resolution for the
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Point charge in 3D, E field
larger box, the problem domain, but refine the mesh around the capacitor itself. The same
optional refinement parameter can be added to entries of segements block as well. Another way of specifying mesh refinement is to specify the absolute maximum value the
mesh edges may take; with -maxh= flag. We have already used to specify mesh density
in a domain. We see that we can use it for local refinement too. In the segments block,
uncomment the first two lines, comment the next two lines in this block, load the geometry
again, mesh and note the differences.
You should be able to figure out the contents of .pde file. It is given here anyway. There
is nothing new. You can modify it to show the field lines. You can play around to see the
effect of capacitor length to distance ratio on fringe fields.

geometry = capacitor.in2d
mesh = capacitor.vol

define coefficient coef_eps
1
define coefficient coef_alpha
0, 1e5, 1e5
define coefficient coef_g
0,1e5,-1e5
define fespace v -order=2 -type=h1ho
define gridfunction u -fespace=v
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define bilinearform a -fespace=v -symmetric
laplace coef_eps
robin coef_alpha
define linearform f -fespace=v
neumann coef_g

numproc bvp npsolve -gridfunction=u -bilinearform=a -linearform=f -preconditione
The solution is seen to be

Point charge in 3D, E field
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EPILOGUE
This article just gives a flavour of using NGSolve. You can refer further to the pdf file ‘Scientific Computing’ in http://www.asc.tuwien.ac.at/ schoeberl/wiki/index.php/Lecture_Notes
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